HapMap3_r2 phasing summary

(Last updated: 27-Feb-09)
1 Data

1.1.1 Samples Included

All samples that passed quality control (QC) procedures at a pre-processing stage are included in this analysis. The total number of samples included is 1184. The phased data relate to release 2 of the HapMap3 genotype data.

The requirements for a SNP to be included in the consensus set are:

· The SNP has to have passed QC in all populations

· The SNP has to be polymorphic in at least one of the populations.

The genotype data is available at files hapmap3_r2_b36_fwd.consensus.qc.poly.ped.bz2 and hapmap3_r2_b36_fwd.consensus.qc.poly.map.bz2, which can be found in directory http://www.sanger.ac.uk/humgen/hapmap3/ . Information on the format of .ped and .map files can be found in the following site: http://pngu.mgh.harvard.edu/~purcell/plink/data.shtml
A list showing the family information for each is available in file hapmap3_r2_b36_fwd.consensus.qc.poly.info, which includes the first 7 columns of each row of the .ped file.  

A summary of the samples is presented in the table below (UNR: UNRELATED).  
	Population
	TRIOS
	DUOS
	UNR
	Total samples
	Total haplotypes in phased files

	ASW
	10
	20
	13
	83
	126

	CEU
	44
	8
	17
	165
	234

	CHD
	-
	-
	85
	85
	170

	JPT+CHB
	-
	-
	170
	170
	340

	GIH
	-
	-
	88
	88
	176

	LWK
	-
	-
	90
	90
	180

	MEX
	23
	4
	0
	77
	104

	MKK
	28
	0
	87
	171
	286

	TSI
	-
	-
	88
	88
	196

	YRI
	50
	4
	9
	167
	230

	ALL
	
	
	
	1184
	2022


The samples have been divided into three folders per population: TRIOS, DUOS, and UNRELATED. Each TRIO consists of 3 samples (two parental and a child), and each DUO of two (one parental and a child). Some DUOS were initially TRIOS, of which one sample was dropped because of QC procedures. For instance, this is the case with family with FID 1418, as parental sample NA12274 was dropped at pre-processing. Likewise, some UNRELATED individuals were parts of DUOS in the initial data.

The children’s haplotypes are not included in the final phased files, to avoid redundancy and to generate a file that can be directly used for imputation and other downstream analyses. Hence, although the total number of samples for a population is n_trios*3 + n_duos*2 + n_unrelated, the total number of phased haplotypes is n_trios*4 + n_duos*3 + n_unrelated*2. This is because only parental haplotypes are included in phased TRIOS files, whereas for DUOS the transmitted haplotype of the unobserved parent is also returned. 

1.1.2 Duplicate SNPs

For sites that were typed in the same physical position by two different platforms, only one of the two was included in the data. The exclusion of duplicate SNPs was necessary for phasing to work properly. 

The ones kept were the first, in order of appearance, in the .map file. The rsIDs of the SNPs excluded from the phasing process can be found in files chr1.dup, chr2.dup,…, chr22.dup.

A summary of the numbers of SNPs included for each chromosome follows:

	Chr
	n_sites
	n_duplicates
	n_unique_sites

	1
	116565
	150
	116415

	2
	116582
	152
	116430

	3
	96671
	134
	96537

	4
	85900
	128
	85772

	5
	88065
	146
	87919

	6
	91500
	143
	91357

	7
	75435
	115
	75320

	8
	75377
	105
	75272

	9
	63706
	94
	63612

	10
	73936
	104
	73832

	11
	71092
	119
	70973

	12
	68639
	114
	68525

	13
	52011
	96
	51915

	14
	45557
	83
	45474

	15
	42412
	59
	42353

	16
	44710
	62
	44648

	17
	38457
	56
	38401

	18
	40891
	67
	40824

	19
	26263
	25
	26238

	20
	36302
	44
	36258

	21
	19331
	25
	19306

	22
	20109
	24
	20085

	TOTAL:
	1389511
	2045
	1387466


Amongst the SNPs included in the consensus ped file, there are some non-standard ones, for which different genomic positions, rsIDs, alleles or strand orientations have been reported. These, together with their respective rsIDs for this study, are reported in the table below.

	Affy ID
	Corresponding rsID

	SNP_A-1965574   
	rs41451553

	SNP_A-2218168   
	rs41346346

	SNP_A-2280133   
	rs3092957

	SNP_A-2144818   
	rs12635398

	SNP_A-2164680   
	rs33943415

	SNP_A-1856196   
	rs56026748

	SNP_A-2290639   
	rs55704340

	SNP_A-2074420   
	rs56272869

	SNP_A-2217336   
	rs41413150

	SNP_A-2137777   
	rs41450445

	SNP_A-1864388   
	rs55680733

	SNP_A-1809060   
	rs41513046

	SNP_A-2097957   
	rs760737


1.1.3 Strand Issues

Although all SNPs are supposed to be expressed in +ve strand, relative to the reference, we are aware the through some QC steps, and other sources of error, that a small fraction of SNPs are currently shown on the –ve strand.  Any users wishing to combine other sources of data with HapMap3 are strongly urged to check for strand alignment before using the data.
2 Phasing algorithm

Phasing was completed in two stages:

· During the first, family information was employed to deterministically resolve phase by transmission, where possible. 
· During the second, sites with unresolved phase are phased statistically using the method of Howie et al (Howie2008).  
Some details regarding each stage are given below.
2.1.1 Deterministic Phasing

The deterministic phasing for TRIOS and DUOS was conducted using purpose-built routines.

Around 28 % (26.3 – 30.8 %) of the alleles of each sample are heterozygotes. 

Missing data varies between 0.074 – 1.95 %, and Mendel errors (for TRIOS) between 0.0127 - 0.139 %.  Around 80% of the heterozygotes are deterministically resolved using family information, and this is the case for 75-87 % of the missing data. Hence, the percentage of the TRIO samples that is deterministically resolved is about 94%.  For DUOS, this percentage is lower (~85%), as expected, given that only about half of the heterozygotes can be resolved using family information.  Genotypes of alleles in positions with Mendel errors were flagged as missing, and the data was imputed using statistical phasing.

It should be noted that the rates of heterozygotes, positions with missing data and positions with Mendel errors were similar between samples of different populations, with the notable exception of MEX samples, all of which had zero Mendel errors. 

This is almost certainly a result of pre-processing, but no further information on this is known. 
2.1.2 Statistical Phasing/ Impute ++

Statistical phasing was done using a novel algorithm, IMPUTE++, developed by Bryan Howie and Jonathan Marchini (Howie2008).  Briefly, IMPUTE++ is a novel method for genotype imputation, developed to phase large datasets without compromise in terms of accuracy, while retaining its computational tractability.  The method utilises an HMM structure for the conditional distribution of haplotypes similar to that of Marchini et al 2007(Marchini2007), but it expected to perform better because it is combined with MCMC to perform joint phasing and imputation of all samples.

A comparison of IMPUTE++’s performance against PHASE (the algorithm used in HapMap1 and HapMap2, Stephens2001) on phasing chr20 of CEU TRIOS showed that there is <2% difference in the imputation. 

IMPUTE++ was run in a different form for TRIOS/DUOS and UNRELATED.

a) For TRIOS and DUOS

· Input: 
· TRIOS: The deterministically phased haplotypes.

· DUOS:  The deterministically phased DUOS haplotypes and the fully phased TRIOS haplotypes, as reference.
Deterministically phased haplotypes have either the phased transmitted and untransmitted alleles for each position, or an ‘?’, indicating unresolved phasing. 

· The standard HapMap genetic map
· The standard HapMap legend file
· Data split into: Chromosomes
· Iterations: 110, of which the first 10 were thrown away (burn-in phase)
· Output: Posterior probabilities of the two alleles for each site with unresolved phase, using which the data was imputed. 

The phasing with the biggest posterior probability was chosen for each unresolved position. In positions where IMPUTE++ returned an equal probability for both, the allele was determined at random. 

The use of a reference panel is optional, but it was used for all DUOS, and for one of the TRIOS, because of the small size of the respective populations. Details on reference populations and effective population sizes used are presented in the respective paragraphs below.

b) For UNRELATED individuals
· Input: 
· Un-phased genotype data from the .ped file, transformed into .chiamo format.
· Reference panel (completely phased haplotypes)
· The standard HapMap genetic map
· The standard HapMap legend file
· Data split into: Chunks of less than 8000 sites per chromosome, as was advised by the developers to achieve better performance (in terms of speed).
· Iterations: 110, of which the first 10 were thrown away (burn-in phase). 120 conditioning states were used for each update, as full conditional sampling was too computationally expensive.
· Output: Four files,
· A file with the best guess for the phasing of each genotype, 
· A file with probabilities of switching, at each position,
· A header file with the SNPs rsIDs, their positions and the two alleles, and
· A file with the posterior probabilities.
The algorithm itself is using a buffer of 250kb (default value, can be altered by the user) each side of a chunk, to avoid edge effects.

The chunks returned by the algorithm were then bound back together for each chromosome. To ensure the binding was accurate, and no flipping would be introduced, an overlap of 100 SNPs at each end of a chunk was used on our side. 

2.1.3 Reference Panel

No reference population was used for TRIOS samples, apart from ASW. The latter was a small sample (10 TRIOS), and anything with frequency less than 2.5% could not have been observed, so it was decided to use the combined phased TRIOS of CEU and YRI as a reference population.

Regarding DUOS and UNRELATED samples, the reference populations used were the phased TRIOS of the same population, where possible. The high percentage of deterministic phasing for TRIO samples made them the obvious candidates to be used as a reference population for the unrelated individuals. A combination of TRIOS and DUOS could have also been considered, but the DUO samples were usually few, and also phased using TRIOS as the reference population, so it was decided not to employ them. One notable exception is the set of ASW unrelated individuals, where the TRIOS alone were considered insufficient to cover rare variation.

A list of the reference populations used for each population’s samples follows (UNR: UNRELATED).

	Population to be phased
	Reference population

	ASW DUOS
	CEU TRIOS,YRI TRIOS

	ASW UNR
	ASW TRIOS, ASW DUOS

	CEU DUOS,UNR
	CEU TRIOS

	CHD 
	CEU TRIOS

	JPT+CHB
	CEU TRIOS

	GIH
	CEU TRIOS

	LWK
	YRI TRIOS

	MEX DUOS
	MEX TRIOS

	MKK UNR
	MKK TRIOS

	TSI
	CEU TRIOS

	YRI DUOS,UNR
	YRI TRIOS


2.1.4 Effective Population size

The effective population sizes employed for each sample follow:

	Population to be phased
	Ne

	ASW 
	17094

	CEU 
	11418

	CHD 
	15000

	JPT+CHB
	15000

	GIH
	15000

	LWK
	17094

	MEX 
	15000

	MKK 
	17094

	TSI
	11418

	YRI
	17094


While there are available estimates for CEU, CHB+JPT and YRI Ne (from HapMap2), this is not the case for the rest. The choices made were arbitrary, informed by relationship with different populations were possible. However, after testing different Ne for some populations (CEU, TSI), it became clear that differences of Ne by a factor of 2 (e.g. 10000-20000) are unlikely to have a significant effect in the phasing results.

2.1.5 Recombination Rates

The recombination rates used are from 22_b36 release of HapMap data and can be found online at: http://ftp.hapmap.org/recombination/2008-03_rel22_B36/rates/
3 Output

3.1.1 File naming conventions

· Trio samples have filenames of the form:   hapmap3_r2_b36_fwd.consensus.qc.poly.chrA_B.phased.gz


e.g.: hapmap3_r2_b36_fwd.consensus.qc.poly.chr20_ceu.phased.gz

· Duo samples are in filenames of the form: hapmap3_r2_b36_fwd.consensus.qc.poly.chrA_B.D.phased.gz


e.g.: hapmap3_r2_b36_fwd.consensus.qc.poly.chr20_ceu.D.phased.gz

· Unrelated samples have filenames of the form: hapmap3_r2_b36_fwd.consensus.qc.poly.chrA_B.unr.phased.gz


e.g.: hapmap3_r2_b36_fwd.consensus.qc.poly.chr20_ceu.unr.phased.gz

In all cases, A is the chromosome number and B the three letter abbreviation for the population the samples belong to (in lower case)

3.1.2 File format

Files are organised in a SNPs x haplotypes format, so every row represents a SNP and every column a haplotype.

· The first row (header row) contains the Ids of the individuals that have been phased.

· Suffixes _A and _B represent transmitted and untransmitted alleles, respectively, for a particular genotype.

For instance, NA19009_A would be the transmitted allele of genotype NA19009 at that site.

· The first column (header column) contains the rsID of the SNPs were the individual genotypes have been typed.

· The second column contains the physical position of these SNPs in the particular chromosome.

· Entries with anything other than A, C, G, or T represent unresolved haplotypes.

3.1.3 Naming convention for DUO samples

When phasing DUOS, the transmitted haplotype of the unobserved parent is also returned. The ID used for that unobserved sample is a combination of the ID of the other parent and a 0, if this sample was not included at all in the data, or the ID of the sample, if it is available (e.g. if it was in the data initially but was dropped after QC procedures).

For instance, if an observed parent had ID NA12345, and the other parent had ID NA54321 (but was dropped), the transmitted haplotype of the unobserved parent will be assigned ID: NA12345_NA54321_A. If the ID of the unobserved is not known, it will be assigned Id: NA12345_0_A.

It should be noted that because of the exclusion of some parental genotypes, the haplotypes from HapMap3 in YRI and CEU will not always match those from HapMap2 (over and above any differences arising from different genotype calls and differences in the statistical phasing at sites where familial information cannot establish phase).  
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5 Further Queries
If you have any further questions, please e-mail both 

· Loukas Moutsianas (moutsian@stats.ox.ac.uk) and

· Gil McVean (mcvean@stats.ox.ac.uk).
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